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Experience
Founding Engineer / Technical Lead, Remalt Jan 2026 - Present

Lead engineering for a production multiplayer AI creative platform from zero to public launch, owning system architecture,
full-stack implementation, AI workflows, technical roadmap, production infrastructure, and operational reliability.
Scaled the platform to 1,500+ registered users, 200+ monthly active users, and nearly 50 daily active users, supporting
2,700+ live workflows and over 113,000 tracked product events per month.
Architected real-time collaborative editing using Next.js, TypeScript, Hocuspocus, WebSockets, PostgreSQL, and Supabase,
supporting multiplayer infinite-canvas workflows and more than 98,000 versioned revisions.
Built multi-provider AI infrastructure covering model routing, BYOK and OpenAI-compatible integrations, document and media
ingestion, vector retrieval, and image and content-generation workflows; processed 7,800+ uploaded documents into
413,000+ vector embeddings.
Built and operate cost-efficient, Dockerized production infrastructure across Hetzner and Supabase, owning deployments,
database reliability, production debugging, scaling decisions, and infrastructure cost control.
Work directly with users and the founding team to turn ambiguous feedback into shipped features across collaborative editing,
AI workflows, media ingestion, and creative tooling.

Co-Founder & AI Engineer, Conyx AI Solutions May 2024 - Sep 2024
Delivered RAG chatbots and AI agents for clients, owning requirements, architecture, implementation, and Azure deployment.
Owned client scoping, communication, and technical delivery for support-automation AI projects.

AI Product Engineer, True Dream AI Dec 2023 - Apr 2024
Built a production AI web product using Next.js, FastAPI, Supabase, Clerk auth, and Stripe subscriptions.
Built streaming conversational AI using LangChain and SSE, powering personalized daily check-ins and chat experiences.

AI Engineer, Neohumans.ai - Bengaluru, India May 2023 - Nov 2023
Joined the founding team and migrated core companion-AI systems to open-source Llama models.
Optimized self-hosted LLM endpoints to approximately 25 tokens/sec, enabling real-time chat performance for the MVP.

AI Engineering Consultant (Contract), Rechat - Dallas, TX Aug 2023
Improved Rechat's production LangChain/OpenAI form-filling workflows for real-estate professionals during a one-month
contract.
Refined retrieval context, prompts, and tool calling to improve suggestion relevance and reliability.

Projects
Greenpost (Podcast-to-Reels AI) - AI Video Repurposing & Editing Platform

Built an end-to-end Next.js and FastAPI platform that turns 1-3 hour videos into editable social clips using diarized
transcription, LLM-based moment ranking, MediaPipe active-speaker tracking, automated reframing, and configurable
animated captions and emoji overlays across multiple aspect ratios.
Built a single-source rendering pipeline around headless Chromium, WebCodecs, Canvas/OffscreenCanvas, and FFmpeg,
ensuring the same caption project produces consistent results across initial generation, editing, browser export, and
server-side re-rendering.
Designed and benchmarked scale-to-zero Modal CPU fan-out; three two-core workers reduced a representative nine-clip
render batch from 8:01 to 3:43 at approximately $0.04, with 27/27 outputs passing visual, audio, timing, font, color, and
final-frame validation.

Doru - Real-Time Voice/Avatar Agent
Built a real-time conversational avatar with browser-local Sherpa-ONNX ASR and Kokoro-int8 TTS, streaming conversation
and state over WebSockets to a self-hosted backend.
Designed the voice loop around low latency, interruptions, and turn-taking; keeping speech inference client-side eliminates
server-side ASR/TTS inference while a PixiJS + Live2D frontend stays synchronized with the conversation.

Zapier-LangChain Agent - Open Source
Created an open-source LangChain and agent educational series for 900+ followers on X (@krsnalyst).
Integrated Zapier NLA with OpenAI so agents could trigger real-world actions, including sending emails, from natural-language
prompts.

Skills
Languages: Python, TypeScript, JavaScript, C++, SQL/PostgreSQL
AI/ML: LLM agents, RAG, tool calling, evaluation pipelines, embeddings/vector search, multimodal AI, LangChain, PyTorch
Full-Stack: React, Next.js, Node.js, FastAPI, WebSockets, APIs, webhooks, Hocuspocus, PixiJS, WebCodecs
Infrastructure: Git, GitHub Actions, CI/CD, Docker, Azure, Hetzner, Supabase, Modal, FFmpeg

Education
B.Tech in Electronics and Computer Engineering, Vellore Institute of Technology 2026 | CGPA: 8.44 / 10
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